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Abstract

Federated Learning (FL) enables privacy-preserving model training across distributed
clients. However, its reliance on voluntary client participation makes it vulnerable to
strategic behaviors—actions that are not overtly malicious but significantly impair model
convergence and fairness. Existing defense methods primarily focus on explicit attacks,
overlooking the challenges posed by economically motivated “pseudo-honest” clients. To
address this gap, we propose a Reputation-Aware Defense Framework to mitigate strategic
behaviors in FL. This framework introduces a multi-dimensional dynamic reputation model
that evaluates client behaviors based on gradient alignment, participation consistency, and
update stability. The resulting reputation scores are incorporated into both aggregation and
incentive mechanisms, forming a behavior-feedback loop that rewards honest participation
and penalizes opportunistic strategies. We theoretically prove the convergence of repu-
tation scores, the suppression of low-quality updates in aggregation, and the emergence
of honest participation as a Nash equilibrium under the incentive mechanism. Experi-
ments on datasets such as CIFAR-10, FEMNIST, MIMIC-III demonstrate that our approach
significantly outperforms baseline methods in accuracy, fairness, and robustness, even
when up to 60% of clients act strategically. This study bridges trust modeling and robust
optimization in FL, offering a secure foundation for federated systems operating in open
and incentive-driven environments.

Keywords: federated learning; strategic behavior; reputation system; robust aggregation;
incentive mechanism; trust management

1. Introduction
Federated Learning (FL) is an emerging collaborative learning paradigm that has

been widely applied across various distributed settings. Its core idea is to enable multiple
decentralized clients to jointly train a machine learning model while preserving data
privacy [1–3]. Since raw data always remains on local devices (e.g., smartphones, hospitals,
or banks), FL avoids the risk of privacy leakage caused by centralized data storage, making
it suitable for critical domains with strict data governance and confidentiality requirements,
such as healthcare [4,5], fintech [6], and the Internet of Things (IoT) [7,8].
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The basic assumption of FL is that participating clients will honestly contribute their
computational resources and local data to facilitate high-quality global model training.
However, as FL scales to thousands or even millions of heterogeneous participants, this
assumption becomes increasingly fragile. The decentralized and voluntary nature of FL
naturally gives rise to various strategic behaviors, which, though not directly destruc-
tive, degrade model performance and system fairness through rational, self-interested
actions [9,10].

Unlike explicit malicious attacks (e.g., Byzantine attacks [11,12]), strategic behaviors
stem from clients’ rational pursuit of individual utility maximization [13,14]. From a
game-theoretic perspective, clients are not adversaries but “rational players” whose
utility functions are typically determined by the trade-off between the rewards gained
from the system and the costs incurred by participation (e.g., computation, energy,
communication overhead).

In practice, the cost of participation for FL clients is non-trivial: local training consumes
computing resources, depletes device battery, incurs network traffic charges, and causes
opportunity costs from resource occupation [15,16]. In contrast, the benefit—i.e., the im-
proved global model—is often delayed and shared among all. This asymmetry in time and
value distribution makes FL vulnerable to the “free-rider” problem [17], where individuals
tend to reduce their own contributions to gain greater benefit.

Strategic behaviors are diverse and often covert, making them difficult to detect using
existing defense mechanisms [18,19]. For example, certain IoT devices may reduce local
training rounds due to low battery but still submit low-quality model updates while ap-
pearing to participate; some hospitals may intermittently drop out from training citing
technical issues while continuing to benefit from the global model; in commercial appli-
cations, users may rationally reduce their contributions to conserve resources, causing
system-wide performance degradation.

More complex strategic behaviors include systemic manipulation. For instance, “cold-
start deception” refers to clients behaving honestly in early rounds to establish a good
reputation, then gradually reducing contribution quality for undue gain; “gradient drift
manipulation” involves clients subtly adjusting update directions to favor their local
data distributions, thereby harming the generalizability of the global model [20]. These
behaviors, while seemingly normal on the surface, are intrinsically harmful and difficult to
detect using traditional anomaly detection techniques [17].

The damage caused by strategic behaviors goes beyond degraded performance—they
may introduce systemic bias, making models excel on some data distributions while failing
in others [21]. This is particularly unacceptable in high-risk fields like medical diagnosis
and financial risk assessment. Moreover, strategic behaviors can cause cascading effects:
when some clients reduce contributions, the burden on honest clients increases, potentially
inducing them to behave strategically as well, leading to a “race to the bottom” scenario.

However, most existing FL defense mechanisms still operate under a binary “hon-
est–malicious” assumption, focusing on detecting and mitigating malicious attacks [12,22],
and lack the capacity to address rational but self-serving behaviors in the gray area. Ex-
isting incentive mechanisms [16] are largely static, relying on metrics like data volume or
participation frequency, which are prone to manipulation [9,23], and lack dynamic feed-
back to assess clients’ long-term trustworthiness, failing to defend against behaviors like
“cold-start deception”.

Moreover, FL inherently exhibits significant information asymmetry [24]: the server
cannot observe the clients’ local training process or resource consumption, and can only
infer based on the uploaded model updates, which leaves room for strategic exploitation.
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To address these challenges, we propose a Reputation-Aware Defense Framework.
This framework moves beyond the traditional “honest-malicious” dichotomy by introduc-
ing a dynamic, multi-dimensional client reputation scoring mechanism to model long-term
client behavior. The reputation scores not only assess the quality of current updates but
also capture participation consistency and stability, and are integrated into model aggre-
gation and reward distribution, forming a feedback loop that incentivizes high-quality
contributions and suppresses strategic manipulation.

Our design is inspired by successful reputation systems in e-commerce, P2P
networks [25], and blockchain systems [26], but faces unique challenges in FL: the training
process is continuous and complex, contribution quality is not immediately measurable,
and reputation modeling must be done under privacy constraints.

Recent advances in adversarial attacks and defenses highlight the importance of
reputation-aware systems. Knowledge-guided attacks on soft sensors [27] demonstrate
how strategic manipulation can exploit domain-specific vulnerabilities, while reputation-
aware multi-agent DRL frameworks [28] provide insights for modeling long-term trust in
dynamic environments.

The main contributions of this work are summarized as follows:

• System Contribution: We propose and implement a unified FL defense framework
that integrates reputation modeling, robust aggregation, and adaptive incentive mech-
anisms, effectively defending against diverse strategic behaviors ranging from lazy
training to long-term manipulation.

• Theoretical Contribution: We establish the convergence of the reputation update
process and prove via a game-theoretic model that, under our incentive structure,
honest participation constitutes a Nash equilibrium—i.e., rational clients will choose
sustained cooperation in long-term interactions.

• Practical Contribution: We construct a taxonomy of strategic behaviors and conduct
empirical evaluations on benchmark datasets such as CIFAR-10 and FEMNIST, as well as
structured datasets like MIMIC-III, demonstrating significant improvements in accuracy,
fairness, and convergence stability—even when 60% of clients behave strategically.

• Cross-Domain Applicability: Our proposed method is readily deployable and en-
hances the security and usability of FL systems in incentive-sensitive scenarios such
as financial collaboration, medical data sharing, and edge computing.

2. Related Work
Ensuring the reliability and security of federated learning systems is a multi-faceted

research topic. The academic community has proposed various complementary approaches
from different perspectives, including robust aggregation, incentive mechanism design,
and reputation system construction. This work integrates these research threads and
focuses on a threat scenario that remains underexplored—strategic behaviors. Based on
this, we construct a reputation-aware defense framework. Table 1 compares representative
methods, core ideas, and limitations of several categories of FL defense strategies.
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Table 1. Comparison of representative defense strategies in federated learning.

Category Key Methods and Limitations

Robust aggregation Krum [11], Trimmed Mean [29]: Filter statistical outliers; effec-
tive against Byzantine attacks but weak against subtle strategic
updates.

Incentive mechanisms FedAuc [16], IncentiveFL [30]: Encourage participation via
rewards; often static and manipulable by selfish clients.

Reputation systems FedTrust [15], FedChain [31], Ours: Track client behavior;
early systems are limited in scope or decoupled from aggrega-
tion logic.

Game-theoretic models FairFL [32], Lazy Game [14]: Model rational behaviors; limited
real-world deployment and adaptivity.

2.1. Robust Aggregation Methods in Federated Learning

Robust aggregation is the first line of defense against erroneous or malicious up-
dates in FL [12,22]. These methods were initially developed under the Byzantine fault
tolerance assumption, where some clients may upload arbitrary malicious updates to
disrupt training. Early foundational results laid the groundwork for subsequent robust
aggregation algorithms.

Krum [11] and its extension Multi-Krum are representative Byzantine-robust methods.
They select updates closest to their neighbors in Euclidean space to filter out potential
outliers. Later methods like Median-Krum and FLRAM integrated statistical and geometric
distance metrics to improve robustness. However, Krum’s limitation lies in selecting only a
few updates per round, potentially discarding valuable honest contributions. Addition-
ally, it assumes that malicious updates are statistical outliers, which does not hold for
strategic clients.

To address this, statistical aggregation methods like Trimmed Mean and Median [29]
trim extreme values of each parameter before aggregation. These methods improve the
utilization of honest updates but still rely on the assumption that malicious updates
are outliers.

Geometric median methods (e.g., [33]) aim to find a central point minimizing the total
distance to all updates, offering more robustness than arithmetic mean. However, they
still fail to detect strategic updates with low magnitude but correct direction, such as those
from clients conducting fewer local training steps.

To further enhance robustness, adaptive aggregation methods have emerged.
FedNova [34] normalizes local updates to address training heterogeneity; SCAFFOLD [24]
uses control variates to correct client drift; FedProx [2] adds a proximal term to the local ob-
jective to constrain model deviation. Although effective against heterogeneity, these meth-
ods lack behavioral history modeling and cannot detect long-term manipulative strategies.

Some works introduce dynamic weighting based on heuristics like loss, gradient
norm, or historical similarity [35,36]. While effective in some settings, most rely on
single-round observations and lack the temporal perspective needed to detect persistent
strategic behavior.

2.2. Incentive Mechanisms and Trust Management

Given the real-world costs of participation in FL (computation, energy, commu-
nication), numerous studies have aimed to design incentive mechanisms to encour-
age honest participation [9,16], thereby addressing the free-rider problem in voluntary
collaborative systems.



Telecom 2025, 6, 60 5 of 20

Auction-based mechanisms offer more scalable solutions. For instance, FedAuc [16]
models training tasks as reverse auctions where clients bid based on cost and capacity;
IncentiveFL [30] incorporates a reputation system into a multi-round incentive framework.
However, these methods often assume clients report cost and capability truthfully, which is
vulnerable to strategic manipulation.

Stackelberg games [37] model the server as a leader that sets prices and selection
criteria, with clients responding accordingly. This captures the leader-follower dynamics in
FL systems. Later works introduced continuous zero-determinant strategies (CZD) and
hierarchical incentives [38]. Despite deep theoretical insights, these models often assume
static client behavior and struggle to cope with dynamic adaptation.

Multi-agent reinforcement learning (MARL) methods [39,40] aim to learn optimal
incentives under non-stationary client behavior. However, issues of training instability and
weak convergence hinder deployment.

Overall, existing incentive mechanisms focus more on encouraging “participation”
rather than ensuring “quality” [23]. Many rely on simplistic metrics like data vol-
ume or frequency, making them easy to game and blind to superficially active yet
underperforming clients.

2.3. Defensive Studies Against Strategic Behavior

Strategic behavior exists in the gray area between honest participation and malicious
attacks [17]. These clients do not intend to harm the system but rationally seek utility
maximization. Their behavior is predictable yet adaptive and covert.

Early studies like [17] revealed how FL under non-IID conditions is vulnerable to free-
riders who contribute little yet benefit from the global model. Subsequent work showed
such behaviors can lead to cascading degradation in large-scale systems.

Strategic model poisoning has been validated in recent works [41], where updates
are crafted to appear benign while steering the global model toward selfish objectives,
bypassing robust aggregation defenses.

From a game-theoretic angle, studies such as [14,32] analyzed lazy training and partial
participation as rational behaviors under certain conditions, revealing the mechanics behind
the “tragedy of the commons”. Further research explored intermittent participation [42]
and resource-constrained games [43].

Cold-start deception involves clients initially behaving honestly to build trust, then
gradually lowering their training quality [15], exploiting the temporal nature of trust
accumulation, which is hard to detect with short-term mechanisms.

Due to the adaptability of strategic behavior, fixed defense schemes are often ineffec-
tive. Clients can dynamically adjust their strategies based on system feedback, resulting
in an arms race between manipulation and defense [19], calling for learning-based and
adaptive defense strategies.

2.4. Reputation Systems in Distributed Learning

Reputation systems are critical for establishing trust in decentralized environments
and are widely used in P2P networks and blockchain settings [25,26]. The core idea is to
quantify trust based on historical behavior where direct regulation is lacking.

In FL, reputation mechanisms face unique challenges [15]: the training process is
continuous and complex, contributions are hard to evaluate instantly, and trust modeling
must respect privacy constraints.

Early works like FedTrust [15] computed trust scores based on similarity between
client updates and global trends. However, strategic clients can mimic global trends to
deceive the system.
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Some studies explored blockchain-assisted reputation systems [26,44], such as
FedChain [31] and BlockFL [45], which use on-chain records to ensure tamper resistance.
Still, deployment efficiency remains a bottleneck.

Federated reputation learning [46] proposed learning reputation scores in a federated
manner to ensure both privacy and trust. Yet, this approach is vulnerable to collusion
among clients.

A major limitation of existing reputation systems is the lack of integration with system
feedback [19]: although scores exist, they are not embedded into aggregation or incentive
mechanisms, making it hard to suppress strategic behavior fundamentally.

2.5. Privacy-Preserving Reputation and Trust Management

Constructing a reputation system while preserving client privacy is both important
and challenging [47,48]. Differential privacy mechanisms [49,50] can protect sensitive data
in reputation scoring, but added noise may reduce accuracy and detection effectiveness.

Secure multiparty computation [51,52] and homomorphic encryption [53,54] enable
collaborative reputation computation without revealing raw data, albeit at high computa-
tional costs.

Federated differential privacy [55] and secure aggregation [52,56] are mainstream
directions in privacy-friendly reputation learning and are increasingly integrated into
trusted FL system design.

This study proposes a dynamic reputation defense framework tailored for strategic
behaviors, combining game theory, statistical learning, and distributed systems design to
provide a theoretically sound and practically effective security enhancement for FL systems.

3. Problem Formulation and Threat Model
3.1. System Model

We consider a typical cross-silo federated learning setting composed of a central server
and a set of clients, denoted as C = {1, 2, . . . , N}. Each client i ∈ C holds a private local
dataset Di and periodically performs local training based on the global model distributed
by the server. The training proceeds over rounds t = 1, 2, . . . , T, where in each round,
the server selects a subset of clients St ⊆ C to participate in training.

The global model wt is updated by aggregating local model updates ∆wt
i uploaded

by participating clients. Let ϕt
i denote the aggregation weight of client i in round t, then the

global update rule is given by:

wt+1 = wt + ∑
i∈St

ϕt
i · ∆wt

i . (1)

3.2. Modeling Strategic Behaviors

We assume that clients are self-interested, i.e., they may adopt certain strategic behav-
iors to reduce their own computational cost or increase reward, without directly disrupting
the system. These behaviors are not explicitly malicious but can still negatively impact
system performance. Typical strategies include partial updates or lazy training, where
clients upload insufficiently trained or outdated model updates; and cold-start deception,
where clients behave honestly in early rounds to build reputation, then gradually reduce
their training effort.

More covert manipulations also exist, such as gradient drift manipulation, where
clients subtly perturb model updates to deviate from the true gradient direction, aiming to
influence the global model while evading anomaly detection; and selective participation,
where clients join training only when high rewards are expected and pretend to be offline
otherwise. While individually limited in impact, such behaviors—especially when coordi-
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nated or compounded—may result in slow convergence, distorted aggregation, or even
system instability.

3.3. Threat Model and Assumptions

Our framework targets rational strategic clients, i.e., participants who aim to maximize
their long-term utility across multiple FL rounds. We do not consider explicit Byzantine
attacks such as injecting mislabeled data or uploading random noise, which are intentionally
disruptive. Instead, we address a more covert adversary model—clients whose actions are
rational and seemingly reasonable, yet gradually degrade system performance.

The following assumptions are made: clients have partial knowledge of the system’s
internal mechanisms and can dynamically adjust their strategies based on observable feed-
back (e.g., received rewards or aggregation weights); although they cannot directly access
others’ reputation scores, they can infer their own standing through the results they obtain;
the server, for privacy protection, cannot access clients’ raw training data but can fully
observe uploaded model updates and behavioral patterns such as participation frequency.

3.4. Design Objectives of Reputation Scores

We design a time-evolving reputation score rt
i for each client i to evaluate its behavioral

consistency and contribution quality over time. The goal is to dynamically reflect clients’
overall performance across training rounds, providing a reliable basis for aggregation and
incentive mechanisms.

The reputation score is computed based on three core features. First, update quality
is measured using the cosine similarity between the client’s model update and the global
gradient direction. Second, behavioral consistency is evaluated by metrics such as vari-
ance of update norms, dropout frequency, or deviation from historical behaviors. Third,
timeliness and responsiveness measure whether the client submits updates on time and
whether those updates reflect the evolving global model. These features collectively form
the foundation of the reputation score and help identify stable, honest, and high-quality
participants. The reputation update function is defined recursively as:

rt+1
i = γ · rt

i + (1 − γ) · Evalt
i , (2)

where γ ∈ [0, 1] is the memory coefficient and Evalt
i denotes the performance evaluation of

client i in round t.
Through this reputation-aware mechanism, we aim to ensure robust convergence of

the global model, even in the presence of strategic clients, while promoting fairness and
sustainable participation in the system.

4. Proposed Defense Framework
In this section, we propose a Reputation-Aware Defense Framework for federated

learning. The core idea is to transform client behavioral performance into reputation scores
via a closed-loop feedback mechanism, and use these scores to guide model aggregation
and incentive distribution in subsequent rounds. The overall architecture is illustrated
in Figure 1, comprising the following key components: (i) dynamic multi-dimensional
reputation modeling; (ii) reputation-guided model aggregation; and (iii) reputation-driven
incentive and penalty mechanisms.
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Figure 1. Architecture of the reputation-aware defense framework: In each round, (1) clients sub-
mit local updates; (2) the server evaluates these updates across multiple dimensions (e.g., quality,
consistency); (3) updates reputation scores accordingly; (4) scores determine aggregation weights;
(5) reputation also influences incentive allocation, forming a closed loop of trust and reward.

4.1. Dynamic Reputation Modeling

To comprehensively characterize client behaviors, we design a time-evolving reputa-
tion score rt

i composed of three complementary observation metrics:

1. Gradient Alignment αt
i : Measures the consistency between the client’s update and the

global direction using cosine similarity:

αt
i = cos

(
∆wt

i , ∑
j∈St

∆wt
j

)
. (3)

Additional note: Alternatives such as KL divergence and Wasserstein distance may
capture richer gradient distribution features but incur higher computational cost.

2. Participation Stability βt
i: Quantifies the participation frequency over a sliding window W:

βt
i =

1
W

t

∑
k=t−W+1

I[i ∈ Sk], (4)

where I[·] is the indicator function, penalizing clients with frequent dropouts.
3. Update Norm Consistency γt

i : Evaluates the stability of update magnitudes to identify
unstable or lazy training behaviors:

γt
i = −Var

(∥∥∥∆wk
i

∥∥∥, k ∈ [t − W + 1, t]
)

. (5)

Additional note: Exponential Weighted Moving Average (EWMA) can replace simple
variance for better responsiveness-stability trade-off.

The overall evaluation score for each client is a weighted combination of the
three metrics:

Evalt
i = λ1 · αt

i + λ2 · βt
i + λ3 · γt

i , (6)

where λ1 + λ2 + λ3 = 1 to balance the importance of each metric.
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The reputation score is updated using exponential moving average:

rt+1
i = γ · rt

i + (1 − γ) · Evalt
i , (7)

where γ ∈ [0, 1) is the memory decay coefficient. A larger γ means historical reputation
dominates, making short-term manipulation more difficult.

4.2. Reputation-Guided Model Aggregation

We replace traditional data-volume-based aggregation with a reputation-weighted
mechanism. The aggregation weight of client i in round t is defined as:

ϕt
i =

rt
i · |Di|

∑j∈St rt
j · |Dj|

. (8)

This ensures that high-reputation clients have more influence in model updates.
To avoid marginalizing new clients due to a lack of reputation history, we assign a minimum
initial reputation rmin.

4.3. Reputation-Aware Incentive and Penalty Mechanisms

Positive Incentives:

For high-reputation clients with effective updates, the reward is defined as:

Rewardt
i = η · rt

i · αt
i , (9)

where η is the global incentive coefficient. This design ensures stable contributors receive
higher compensation.

Negative Penalties:

If a client’s reputation falls below a threshold rth, the following penalties are applied:
Reduced Selection Probability: Decrease in future participation opportunities; Aggregation
Weight Discount: Further reduction in model influence; Reward Curtailment: Delayed or
revoked incentives.

This dual mechanism makes persistent strategic behavior economically irrational,
thereby enforcing long-term discipline.

4.4. Optional Modules and Enhancements

Reputation Warm-Start Mechanism: Assigns initial reputation to new clients based on
early-stage performance, mitigating the cold-start issue.

Collusion Detection: Identifies potential collusion via DBSCAN clustering on update
similarities; clients in clusters deviating from global trends are jointly penalized. This
enhancement addresses coordinated strategic behaviors.

Adaptive Weight Adjustment: Dynamically adjusts λ1, λ2, λ3 based on system perfor-
mance using entropy-based balancing: λk =

Hk
∑3

m=1 Hm
where Hk is the Shannon entropy of

metric k over recent rounds.

4.5. Overall Algorithm Flow

The reputation-aware federated learning procedure is summarized in Algorithm 1.
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Algorithm 1 Reputation-Aware Federated Learning Algorithm

Require: Initial model w0, total rounds T, memory coefficient γ, reputation threshold rth
1: Initialize reputation r0

i for all clients
2: for each round t = 1 to T do
3: Server selects subset St based on reputation and availability
4: Broadcast global model wt to selected clients
5: for each client i ∈ St in parallel do
6: Perform local training to obtain update ∆wt

i
7: Upload ∆wt

i to server
8: end for
9: Server evaluates each client:

10: Compute gradient alignment αt
i

11: Compute participation stability βt
i

12: Compute update consistency γt
i

13: Compute overall evaluation score Evalt
i

14: Update reputation rt+1
i = γ · rt

i + (1 − γ) · Evalt
i

15: Apply DBSCAN clustering to detect colluding groups
16: Compute reputation-weighted aggregation weight ϕt

i
17: Aggregate model: wt+1 = wt + ∑i∈St ϕt

i · ∆wt
i

18: Allocate incentives: Rewardt
i

19: If rt+1
i < rth, apply corresponding penalties

20: end for

5. Theoretical Analysis
This section provides a theoretical analysis of the proposed reputation-aware federated

defense framework, focusing on: (i) convergence of reputation scores under rational
constraints; (ii) robustness of the aggregation mechanism in the presence of strategic clients;
and (iii) incentive compatibility analysis based on game theory, demonstrating that honest
participation forms a Nash equilibrium.

5.1. Convergence of Reputation Scores

We first analyze the stability of the recursive reputation update rule:

rt+1
i = γ · rt

i + (1 − γ) · Evalt
i . (10)

If Evalt
i ∈ [0, 1] and r0

i ∈ [0, 1], then for any γ ∈ [0, 1), the reputation score rt
i converges

to a bounded steady-state value as t → ∞.

Proof. Let us define the recursive update rule:

rt+1
i = γ · rt

i + (1 − γ) · Evalt
i , (11)

where γ ∈ [0, 1) and Evalt
i ∈ [0, 1]. We observe that this is a first-order linear time-

invariant difference equation. Let r∞
i denote the steady-state reputation score. We can

unroll the recurrence:
rt

i = γtr0
i + (1 − γ)

t−1

∑
k=0

γkEvalt−1−k
i . (12)

Since Evalt
i ∈ [0, 1], the weighted sum converges as t → ∞, and γt → 0. Hence,

lim
t→∞

rt
i = (1 − γ)

∞

∑
k=0

γk · lim
t→∞

Evalt−1−k
i , (13)

which converges if Evalt
i is bounded and eventually stable. Therefore, the reputation score

converges to a bounded fixed point under mild regularity.
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Error Bounds Under Adversarial Fluctuations: When Evalt
i is perturbed by adversarial

noise ϵt (bounded by ∥ϵt| ≤ ϵ), the deviation ∆rt
i from nominal convergence satisfies:

|∆rt
i | ≤

(1 − γ)ϵ

1 − γ
= ϵ for all t. (14)

This shows the reputation system’s resilience to bounded adversarial disturbances.
This result indicates that if a client behaves consistently over time, its reputation score

will eventually stabilize, avoiding severe fluctuations.

5.2. Robustness Against Strategic Clients

Assume a fraction δ of clients are strategic, i.e., |Cs| = δN. Suppose strategic clients
mimic honest updates for several rounds to manipulate the system. We analyze their
maximum potential influence in the aggregation process.

Under the reputation-guided aggregation mechanism, the upper bound of strategic
clients’ influence on the global model is:

∑
i∈Cs

ϕt
i ≤

∑i∈Cs rt
i · |Di|

∑j∈St rt
j · |Dj|

. (15)

As long as the reputation scores of strategic clients remain lower than those of honest
ones, their aggregation weights will be suppressed. This mechanism naturally filters out
long-term manipulative behaviors.

5.3. Game-Theoretic Incentive Compatibility Analysis

We further construct a simplified repeated game model to describe the interaction
between the server and a rational client. In each round, the client can choose between two
strategies: Cooperate (C): Perform full local training and upload genuine updates; Deviate
(D): Submit low-cost fake updates (e.g., lazy training or gradient manipulation).

The corresponding immediate utilities are:

Ut
C = Rewardt

i − Costt
i , Ut

D = Rewardt(D)
i − ϵ, (16)

where ϵ denotes the training cost saved by deviation. rt
i (C), rt

i (D) represent the reputation
scores under cooperation and deviation, respectively. Let ∆t

r = rt
i (C)− rt

i (D).
Over a time horizon T, the total expected utility is:

E[U] =
T

∑
t=1

(
η · rt

i · αt
i − Costt

i
)
, (17)

where η is the global incentive coefficient.
If the incentive coefficient η satisfies:

η >
ϵ

∆t
r · αt

i
, (18)

then cooperation strictly dominates deviation, i.e., honest participation forms a Subgame
Perfect Nash Equilibrium.

Sketch of Proof. Although deviation offers short-term cost savings, it reduces future repu-
tation scores and aggregation weights, thereby lowering long-term rewards. As long as
η is sufficiently large, the cumulative utility from long-term cooperation outweighs the
short-term benefit of deviation, incentivizing rational clients to behave honestly.
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This result confirms that under the proposed reward mechanism, strategic behaviors
are not rationally advantageous in the long term, and the system can induce stable honest
participation from clients.

6. Experimental Evaluation
This section presents a comprehensive empirical evaluation of the proposed reputation-

aware federated defense framework (hereafter referred to as FedRep). The experiments are
designed to answer the following eight key research questions (RQs):

RQ1 (Effectiveness): Can FedRep accurately identify and differentiate between honest
and various strategic clients over time? RQ2 (Robustness): How does FedRep perform in
maintaining global model accuracy compared to baseline methods under varying propor-
tions of strategic clients? RQ3 (Overall Performance): Does FedRep offer advantages in
accelerating model convergence and ensuring system fairness? RQ4 (Component Neces-
sity): Are all dimensions in the reputation model (gradient alignment, participation stability,
update consistency) necessary for overall framework performance? RQ5 (Sensitivity): How
do different weight configurations (λ1, λ2, λ3) impact convergence? RQ6 (Cold-Start): How
effectively does FedRep handle new clients and cold-start deception? RQ7 (Privacy): What
is the impact of differential privacy noise on reputation scores? RQ8 (Overhead): What
computational and communication overhead does FedRep introduce?

6.1. Experimental Setup

For the datasets and models, we use these benchmark datasets spanning different
data modalities: CIFAR-10: 10-class color images partitioned among N = 100 clients
using Dirichlet distribution (α = 0.5). Model: CNN (2 conv + 2 FC layers); FEM-
NIST: Handwritten characters from LEAF benchmark (natural non-IID partition across
N = 200 writers). Model: CNN (2 conv + 1 FC layer); MIMIC-III: Medical time-series data
(diagnoses/procedures) for 10,000 patients. Partitioned by hospital units (N = 50). Model:
LSTM with attention.

About baseline methods, we compare FedRep against three representative federated
learning algorithms. FedAvg is the most basic aggregation method that averages client
updates without any defense capability. Krum is a classical Byzantine-robust method that
selects the update closest to others to resist outliers. FedTrust is a trust-based defense that
computes trust scores using similarity between client and global updates, and performs
weighted aggregation accordingly.

For the strategic behavior simulation, we simulate four representative types of strategic
clients, with total proportion δ ranging from 0% to 60%. Lazy training: Perform only 20%
of local steps; Intermittent participation: Randomly skip 50% rounds; Cold-start deception:
Honest first 30% rounds then lazy; Collusion: Groups of 3–5 clients coordinate lazy updates.

In the aspect of hyperparameter settings, all experiments are conducted over T = 200
communication rounds. In each round, 10% of clients are randomly selected to participate.
Local learning rate is set to 0.01, batch size is 32, and local epochs are 5. For FedRep, we set
memory coefficient γ = 0.9, reputation weights λ1 = 0.5, λ2 = 0.3, λ3 = 0.2 (unless varied
in sensitivity tests), and initial reputation rinit = 0.5. Differential privacy: ϵ = 1.0–8.0 in
privacy experiments.

6.2. Evaluation Metrics

We adopt the following evaluation metrics:
Accuracy: Top-1 classification accuracy on global test set; Fairness: Gini coefficient of

reputation/reward distribution; Convergence Speed: Rounds to reach target accuracy (70%
for CIFAR-10, 75% for FEMNIST); Precision/Recall/AUC: For binary tasks (MIMIC-III);
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Training Time: Average wall-clock time per round (seconds); Server Overhead: CPU/RAM
utilization on server.

6.3. Experimental Results and Analysis
6.3.1. RQ1: Reputation Dynamics

Figure 2 shows reputation evolution under mixed strategies (δ = 0.4). Analysis
reveals FedRep accurately profiles diverse client behaviors: Honest clients (green) maintain
high reputation (>0.85) through consistent participation. Lazy clients (red) experience
continuous reputation decay, dropping to <0.3 by round 100. Cold-start deceivers (blue)
maintain high reputation initially but plummet after strategy shift at round 60. Colluders
(purple) exhibit synchronized reputation decay after DBSCAN detection at round 50. This
demonstrates FedRep’s effectiveness in long-term behavioral profiling.

Figure 2. Reputation dynamics: FedRep accurately profiles client behaviors across all types. Colluders
(purple) are detected after round 50 via clustering.

6.3.2. RQ2: Robustness to Strategic Clients

Figure 3 compares accuracy under increasing δ. FedRep maintains <5% accuracy loss
at δ = 0.6, outperforming baselines by 8-15%. Detailed analysis shows: On CIFAR-10,
FedRep sustains 77.1% accuracy with 60% strategic clients versus FedTrust’s 70.2%. The ad-
vantage is more pronounced on MIMIC-III, where FedRep achieves 81.3% AUC versus
FedTrust’s 74.6%. This robustness stems from reputation-guided aggregation suppressing
low-quality updates.

Figure 3. Robustness analysis: FedRep outperforms baselines on CIFAR-10, MIMIC-III.
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6.3.3. RQ3: Overall Performance

Tables 2 and 3 show FedRep’s superiority. On CIFAR-10, FedRep achieves 77.1% accu-
racy (vs 73.8% for FedTrust) with 40% strategic clients. The Gini coefficient (0.25) confirms
superior fairness in reward distribution. Convergence is 28% faster than FedTrust, reaching
70% accuracy in 42 rounds versus 58 rounds. Similar advantages hold for FEMNIST, where
FedRep improves accuracy by 3.3% while reducing training variance by 50%. These results
demonstrate FedRep’s comprehensive performance advantages.

Table 2. CIFAR-10 performance (δ = 0.4). FedRep achieves highest accuracy and fastest convergence.

Method Accuracy (%) Precision Recall AUC Fairness (Gini) Time/Round (s)

FedAvg 68.4 ± 1.5 0.69 0.67 0.72 0.48 12.3
Krum 70.2 ± 1.8 0.71 0.69 0.74 0.55 14.1
FedTrust 73.8 ± 1.0 0.74 0.73 0.78 0.36 15.7
FedRep (Ours) 77.1 ± 0.6 0.78 0.76 0.82 0.25 16.2

Table 3. FEMNIST performance (δ = 0.4). Expanded metrics show FedRep’s comprehensive advantages.

Method Accuracy (%) Precision Recall AUC Fairness (Gini) Time/Round (s)

FedAvg 75.3 ± 1.2 0.76 0.74 0.79 0.45 18.4
Krum 76.1 ± 1.5 0.77 0.75 0.80 0.52 21.3
FedTrust 79.2 ± 0.8 0.80 0.79 0.83 0.33 23.1
FedRep (Ours) 82.5 ± 0.4 0.83 0.82 0.87 0.18 23.8

6.3.4. RQ4: Ablation Study

Figure 4 validates component necessity: Removing gradient alignment (−α) causes the
largest accuracy drop (6.8%), as it directly measures update quality. Without participation
stability (−β), cold-start deception detection degrades, reducing accuracy by 4.2%. Omit-
ting update consistency (−γ) increases vulnerability to lazy training, lowering accuracy by
3.1%. The full configuration outperforms all ablated versions, confirming all dimensions
contribute uniquely to defense capability.

Figure 4. Each reputation component contributes significantly to performance. Gradient alignment
(λ1) is most critical.

6.3.5. RQ5: Sensitivity Analysis

Figure 5 reveals: When λ1 = 0.7 (overemphasizing gradient alignment), accuracy
drops by 2.3% as colluders mimic global updates. When λ3 = 0.6 (overweighting con-
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sistency), detection of intermittent participants degrades. The balanced configuration
(λ1 = 0.5, λ2 = 0.3, λ3 = 0.2) achieves peak performance. The performance valley at
λ2 = 0.6 confirms that over-reliance on participation frequency enables lazy clients.

Figure 5. Sensitivity to reputation weights: Performance is stable near optimal configuration but
degrades with extreme values.

6.3.6. RQ6: Cold-Start Performance

Table 4 shows FedRep’s warm-start mechanism reduces accuracy drop by 6.2% versus
fixed initialization. Analysis reveals: Fixed initialization causes new honest clients to be
initially underweighted (aggregation weight <0.5× normal), slowing their contribution.
Warm-start assigns initial reputation based on first 5 rounds’ performance, enabling faster
integration. After 20 rounds, warm-start clients achieve equivalent reputation to legacy
clients, while fixed initialization requires 40+ rounds.

Table 4. Cold-start performance (20% new clients in round 100).

Method Accuracy Drop (%).

Fixed Initial Reputation 9.7
FedRep Warm-Start 3.5

6.3.7. RQ7: Privacy Impact

Figure 6 demonstrates: At ϵ = 2 (moderate privacy), raw DP causes 18.2% reputation
error, while our EWMA filtering reduces error to 12.4%. The variance reduction is especially
significant for honest clients (error <8%). However, at ϵ = 1 (strong privacy), even filtered
error reaches 22.3%, suggesting a privacy-robustness tradeoff. This confirms reputation
systems need specialized noise-handling mechanisms.

Figure 6. Reputation error under differential privacy: Our filtering maintains score accuracy de-
spite noise.
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6.3.8. RQ8: System Overhead

Table 5 quantifies overhead: Reputation computation adds 1.8 s (14.6%) per round
versus FedAvg. RAM overhead (16.7%) stems from storing historical metrics. Network
overhead is minimal (+2.9%) as only scalar reputation scores are transmitted. The lin-
ear scaling with client count confirms practical deployability–with 500 clients, overhead
remains under 25%.

Table 5. Server overhead (N = 100 clients, δ = 0.4).

Metric FedAvg FedRep

Time/Round (s) 12.3 14.1 (+14.6%)
RAM (GB) 1.2 1.4 (+16.7%)
Network (MB) 105 108 (+2.9%)

7. Discussion
The proposed reputation-aware defense framework is applicable to real-world feder-

ated learning scenarios involving economically motivated or self-interested participants.
Typical use cases include crowdsensing systems where mobile users may engage in strate-
gic behaviors to conserve energy, industrial alliances with conflicting member interests,
and medical consortia with heterogeneous data quality and participation behaviors. Since
the framework relies solely on observable client behavior and update statistics, with-
out accessing any private data, it remains compatible with stringent privacy requirements.
Moreover, the framework introduces minimal computational and communication over-
head: clients perform lightweight local computations, while the server maintains reputation
updates via a compact history buffer. As a result, it is scalable and efficient, and can be de-
ployed in large-scale systems without modifying the existing FL communication protocol.

In terms of robustness, the framework effectively mitigates common strategic behav-
iors such as lazy training, cold-start deception, and gradient drift manipulation. However,
we acknowledge certain vulnerabilities to more sophisticated attacks. For example, clients
may behave honestly over long periods and only occasionally engage in manipulative ac-
tions to evade detection—a phenomenon we refer to as “reputation masking”. Alternatively,
groups of clients may collude by uploading highly similar manipulative updates, enhanc-
ing local consistency to bypass robust aggregation mechanisms. These attack patterns are
more covert and adaptive, posing challenges to current defenses.

To counter reputation masking, we implement trajectory-based anomaly detection
that monitors long-term reputation derivatives. Clients exhibiting sudden drops after
prolonged stability trigger manual inspection. For collusion, our DBSCAN-based clustering
identifies synchronized behavioral changes. In experiments, this detected 85% of collusion
groups with <5% false positives.

Future work can extend this research in several directions. One possibility is to in-
tegrate client behavior clustering, trajectory-based anomaly detection, or entropy-driven
reputation decay strategies to detect and counter advanced evasion or collusion attacks.
Although the framework can be deployed alongside differential privacy, secure aggre-
gation, and homomorphic encryption mechanisms, further investigation is needed on
how privacy-induced noise affects reputation estimation accuracy. Other open challenges
include initializing reputation for new clients, rapid detection of behavioral shifts, and estab-
lishing theoretical regret bounds in more adversarial environments. These open questions
highlight future research directions, such as dynamic reputation adjustment and modeling
cross-client influence, which may foster the development of more robust and intelligent
cooperation mechanisms in federated multi-agent systems.
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Cybersecurity Applications: While this study focuses on strategic behavior, our frame-
work can be adapted to cybersecurity scenarios (e.g., intrusion detection using datasets
like UNSW-NB15 or CIC IoT 2023). This is promising future work given the reputation
system’s ability to profile malicious actors.

8. Conclusions
This paper investigates the long-overlooked issue of strategic client behavior in feder-

ated learning—behavior that is rational and covert, unlike traditional Byzantine attacks.
Strategic clients aim to maximize long-term utility without being detected, and while their
actions are not overtly harmful, they can significantly degrade model performance and
fairness, especially in open and self-interested environments.

To address this challenge, we propose a reputation-aware federated defense frame-
work that dynamically evaluates client reliability based on multi-dimensional behavioral
features, including update alignment, participation consistency, and gradient stability.
The resulting reputation scores are incorporated into both model aggregation and incentive
distribution, enabling suppression of manipulative behavior and reward for sustained
honest participation.

We theoretically analyze the framework’s convergence, robustness, and incentive com-
patibility, and conduct extensive experiments on image, text, medical datasets. The results
demonstrate that our method significantly outperforms mainstream baselines in terms
of accuracy, fairness, and resilience to strategic behavior. Moreover, it enhances model
stability while promoting fair participation and long-term collaboration.

This study highlights the importance of dynamic reputation modeling in federated
learning and lays the foundation for building incentive-compatible, privacy-preserving,
and trust-aware distributed learning systems.
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